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The Globus project is developing the resources necessary for the deployment of computational grids, geographically distributed execution environments.  One of the resources needed is the capability to track and retrieve the state of any of the grid’s component parts.  This has led to the development of the Globus Metacomputing Directory Service (MDS), a LDAP-based directory service which provides information regarding machines, users, network connectivity, and so forth.  A key component of MDS is software deployment information – which packages are installed on which machines.

Deployment information is not currently maintained by MDS. However, the NSF Parallel Computing Team software repository does track this information, and will be supplying it to MDS.  Because the Globus MDS does not maintain deployment information, it furnishes no mechanism for doing so.  This proposal outlines a data model that will provide such a mechanism.  Each element of the model, as well as design rationale, will be discussed in detail.

In brief, the proposed model is composed of a set of object classes and the relationships between them.  Each class is concerned solely with the information pertinent to one portion of the software deployment, and each relationship provides a means of tying the classes into a cohesive whole.  Thus any given deployment will be split into multiple classes, and the whole can be reconstructed by following the relationships.

Object Classes

Object classes are provided for the tracking of software deployment information.  These break the wealth of deployment information into manageable, logically related subsets.  The classes defined by this model are as follows: GlobusSoftwarePackage, GlobusSoftwareDeployment, and GlobusDeploymentTarget.  This arrangement gives an intuitive grasp of the information available – there is information specific to the software, hardware, and deployment. There is no overlap between these areas.  Each class defines the data it may contain through a series of attributes, each of which contains a single datum, e.g. package name.  Attributes are either required or optional.

GlobusSoftwarePackage
The GlobusSoftwarePackage (Package) class defines attributes relevant only to a given piece of software.  It does not incorporate any data regarding the machine(s) on which software is installed, or the actual installation.  For instance, the name of a software package would be located in this class, while the name of its administrator would be found elsewhere.  See Figure 1 for a list of sample attributes.
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GlobusSoftwareDeployment
The GlobusSoftwareDeployment (Deployment) class defines a set of attributes pertaining to the actual deployment of a Package.  This includes such data as the person responsible for the installation, the software administrator, and the like.  Moreover, it provides a mapping from a Package to a Target. In other words, a Package is installed on a Target via a Deployment.  See Figure 2 for a list of sample attributes.
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GlobusDeploymentTarget
The GlobusDeploymentTarget (Target) object class contains data relating to the machine on which a Package is installed.  It is a subclass of the current MDS ComputeResource.  As such, it inherits the attributes contained within a ComputeResource and provides extensions specific to software installation.  See Figure 3 for a list of sample attributes. 
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Relationships

Relationships are a means of connecting related object classes, while supplying additional information.  The proposed model provides three distinct relationship types, one of which is optional and employed twice, for an overall total of four relationships.  They are as follows: deployedOn, deploymentOf, and hasDeployment.  These relationships allow the various proposed classes to form a cohesive picture of a deployment situation. 

deployedOn
The deployedOn relationship is drawn between a Deployment and a Target.  Every Deployment is deployedOn a Target.  This is a one-to-one relationship; that is, each Deployment is made on a single Target.  

deploymentOf
The deploymentOf relationship is drawn between a Deployment and a Package.  Thus every Deployment is a deploymentOf a Package.  This is also a one-to-one relationship.

hasDeployment
The hasDeployment relationship is drawn between a Package and a Deployment, or a Target and a Deployment.  When used in conjunction with the one of the other types of relationship (as appropriate), hasDeployment provides a means of moving from a Package to a Target, or vice versa.  This is a one-to-many relationship; that is, a Package may have more than one Deployment, each of which points to a distinct Target.  Additionally, this relationship is not required, since a Package or Target may not have any Deployments.

Data Model

The overall layout of the proposed model is fairly simple.  It consists of three disparate object classes, and four relationships joining them. This layout may be seen in Figure 4.  
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The driving force behind the object and relationship structures described previously has been compatibility with the Parallel Computing Team repository that will be providing data.  The proposed model is as close as possible to the one in use by the repository, and shares some important design elements. It should be noted here that the primary object class in both models is the Deployment class, since the information of most import is that concerning an actual installation. 

The proposed model differs from the repository primarily in the addition of the two hasDeployment relationships.  These relationships have been added as an aid to searching.  Without the hasDeployment relationships, all searches must begin from the Deployment class.  This is clumsy and difficult.  The hasDeployment relationships, however, allow a search to begin from either a Package or a Target.  Thus a searcher can ask, “What software is installed on Machine A?” or, “On which machines is Package B installed?”  The search then proceeds down all hasDeployment relationships to the Deployment class, follows the appropriate exit relationship (deploymentOf or deployedOn), and retrieves the desired information.

The hasDeployment relationships are optional in order to aid in data entry.  Were these relationships required, a Package could not be entered into MDS without also being deployed.  Neither could a Target be entered without having some Package deployed upon it.  These are not realistic situations, so the hasDeployment relationship is optional.  In these cases, the relationship would not exist.  It should, however, exist in all other circumstances as an aid to searching.  

Orphaned data is a potential problem with any data model.  The proposed model limits this problem through the relationship structure.  When a Deployment is deleted, the relationships can be followed to the proper Package and Target, and the corresponding hasDeployment relationship deleted.  The same idea holds for the deletion of a Package or Target.  If all instances of Package A are removed, the hasDeployment relationships can be followed to each Target, and the Target can be updated accordingly.

The proposed model then, provides a robust data storage solution with near natural search capabilities.  Additionally, it is tightly integrated with the data supplier.  These features will keep the number of potential problems to a minimum, and allow for maximum utility.

