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a b s t r a c t
In asynchronous iterative methods on distributed-memory computers, processes update their local solutions using data from other processes without an implicit or explicit global synchronization that corresponds to advancing the global iteration counter. In this work, we test the asynchronous optimized
Schwarz domain-decomposition iterative method using various one-sided (remote direct memory access)
communication schemes with passive target completion. The results show that when one-sided communication is well-supported, the asynchronous version of optimized Schwarz can outperform the synchronous version even for perfectly balanced partitionings of the problem on a supercomputer with uniform nodes.
© 2019 Published by Elsevier B.V.

1. Introduction
Global synchronization in a bulk-synchronous distributedmemory parallel program can be explicit (e.g., use of barriers
or collective communications) or implicit (e.g., all processes exchange data with their “neighbors”). All the participating processes must wait for the slowest process at the synchronization
point. Hence, synchronization exposes any load imbalance or nonuniform hardware performance (e.g., non-uniform cost of communication among the processes, system noise [1]). Such imbalances
tend to grow as more processes are used on larger distributedmemory computers. Consequently, the time needed for the explicit
or implicit global synchronizations can become a large portion of
the execution time of a distributed-memory code. The US Department of Energy has identiﬁed the effect of synchronization as one
of the primary performance-limiting factors on anticipated exascale supercomputers [2,3].
A common solution to address synchronization issues has been
to move away from bulk-synchronous programming to task-based
parallel programming. However, task-based programming does not
ﬁt many algorithms of interest, such as iterative methods, which
are mathematically deﬁned to operate on data in lock-step fashion. To break away from lock-step operation, asynchronous iterative
methods have been proposed. In these mathematically-different
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methods, processes utilize whatever data is available from other
processes without waiting to synchronize at every iteration. Hence,
in an asynchronous iterative method, before new data arrives from
slower processes, faster processes perform extra iterations with
old data to improve their local solutions. The slower processes
then iterate with more accurate data from the faster processes
and may converge with fewer local iterations. Overall, the asynchronous method may reach the global solution in less time than
the synchronous method.
Previous research on asynchronous solvers (such as [4,5]) focused on using two-sided communication supported by the Message Passing Interface (MPI). To send the data to a remote process
using two-sided communication, the process must coordinate the
data transfer with the remote process. We feel it is more natural for asynchronous solvers to use one-sided remote direct memory access (RDMA) operations. In these operations, the values in
the remote memory can be read or written without the interaction of the remote process. Thus, unlike using two-sided MPI, to
complete the communication requested by the origin process, the
remote process does not need to be involved (e.g., enter the MPI
library). Communication latency may be reduced. Moreover, for
messages longer than the eager limit, the two-sided communication may not overlap with computation. However, although modern implementations of MPI provide access to the RDMA capabilities of the underlying network hardware, these capabilities are
not always well-supported by different versions of MPI for different hardware. In this paper, we study various implementations of
asynchronous communication.
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For comparison, we also test asynchronous communication using Symmetric Hierarchical MEMory (SHMEM), which provides
similar functionality as MPI one-sided communication. In contrast
to MPI, however, SHMEM follows the Partitioned Global Address
Space (PGAS) programming model, which assumes a global memory address space that is logically partitioned across processes. In
SHMEM, therefore, a process can access remote data through the
“symmetric” memory that has the same size and address space on
all the processes. SHMEM was previously used to implement Jacobi’s method [4].
Our study is based on the asynchronous version of a
fast-converging domain decomposition solver called optimized
Schwarz [6–8]. Compared with classical Schwarz (whose convergence rate is similar to those of other ﬁxed-point iterative methods like block Jacobi or block Gauss-Seidel), optimized Schwarz can
converge signiﬁcantly faster when its parameters are properly chosen. The results in this paper, however, are applicable to other iterative methods.
Previous work on asynchronous Schwarz methods, in addition
to using two-sided MPI as mentioned above, only tested the methods using irregular meshes partitioned across distributed-memory
computers with non-uniform nodes, i.e., the nodes can have different CPU types [5,9]. In this scenario, it is easy to show that
asynchronous methods will outperform synchronous versions of
the method. In our study, we study the performance of the asynchronous method for problems on 2-D regular meshes that are
evenly distributed among the processes running on theoretically
identical nodes (that are relevant to current and future supercomputers, including exascale supercomputers). We ﬁnd that the
asynchronous method converges, and when asynchronous communication is well-supported, it can outperform the synchronous
method even for balanced partitioning due to performance nonuniformities.
An additional issue with asynchronous iterative methods is how
to detect convergence of the iterations. In synchronous methods, a
global residual norm computation is performed, usually at every
iteration. This corresponds to an explicit global synchronization. In
asynchronous methods, no global iteration count is available, so a
global residual norm while iterations are progressing is diﬃcult to
deﬁne. Not being the focus of this paper, we use a simple convergence detection technique for our experimental tests.
The rest of the paper is organized as follows. After listing related work in Section 2, we outline, in Section 3, the algorithms
studied in this paper. We then describe our implementations of
the algorithms in Section 4. Finally, we list our experimental setups in Section 5, and benchmark the communication subroutines
and present the solver performance in Sections 6 and 7, respectively. Final remarks are made in Section 8.
2. Related work
Previous work studied asynchronous variants of the classical
and optimized Schwarz methods on distributed-memory computers; see [5,9–12], respectively. Previous work also proved convergence of the asynchronous optimized Schwarz method in certain
conditions (there is no convergence proof for the case of 2-D grid
partitioning used in this paper), and demonstrated the potential of
the method over standard (synchronous) optimized Schwarz when
using unbalanced partitions on nodes with different CPU types [5].
In contrast, we are interested in asynchronous performance in the
case of balanced partitions on a current supercomputer with identical nodes and a high-bandwidth interconnect. Further, we use
true asynchronous remote memory access rather than attempt to
simulate asynchronous remote memory access with non-blocking
two-sided communication. In recent years, one-sided MPI was
used for other types of iterative solvers such as Jacobi or South-
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well [13–16], including in the asynchronous case. While previous
work focused on showing the potential of the asynchronous iteration to improve performance, our focus, in addition to focusing
on balanced partitions and a more powerful domain decomposition iterative solver, is to study the effects of various asynchronous
communication schemes on solver performance. In [4], SHMEM
was also tested for the asynchronous Jacobi method, while only
two-sided communication was utilized for MPI. In [17], a few different ways of using two-sided and one-sided MPI to implement
the asynchronous communication for a general iterative algorithm
were proposed, but without performance results. We extend this
study by testing several options (e.g., different ways of ﬂushing
the local data in Section 4.2) and provide benchmark results (in
Section 6).
A number of asynchronous termination detection algorithms
have been proposed for asynchronous solvers to detect global
convergence without synchronization [18,19]. In our implementation, global convergence is reached when all the processes detect
that their local solutions satisfy a local convergence criteria (see
Section 4.3). While waiting for notiﬁcation of global convergence,
each process continues to iterate, potentially updating its local solution using new data from neighboring processes. The challenge
of detecting global convergence is that, although local convergence
may have been achieved using old data from a neighboring process, the process may need to perform additional iterations to recover local convergence once new data arrives from the neighboring processes. The previously-proposed algorithms [18,19] integrate
several mechanisms to ensure that all the processes achieve local convergence at the same time. In this paper, to detect global
convergence, we rely on a simple algorithm that is based on the
binary-tree arrangement of the processes (see Section 4.3).
High-level communication libraries have been developed for
asynchronous solvers [20,21]. These, however, use non-blocking
two-sided communication primitives and do not use truly asynchronous communication. (These libraries are also not currently
publicly available.) In this work, we use the one-sided communication routines of MPI, which are readily available on distributedmemory computers and whose vendor-optimized implementations
are often available on many supercomputers. In the context of
MPICH, a plugin called Casper has been developed to help ensure asynchronous progress of one-sided “accumulate” communication using a progress process [22] (in contrast to using a
progress thread). There is also an MPI-3 based PGAS runtime system, called DART [23], which uses the progress process to ensure
the asynchronous progress of the communication. In [24,25], the
programmability of different programming environments for asynchronous iterative algorithms was discussed in the context of multithreaded and grid computing.
Although we experimentally show the effect of the parameters
used in optimized Schwarz on solver performance, there have been
analytical studies for selecting the optimal values for these parameters on several model problems [5,7].
3. Optimized Schwarz method
The optimized Schwarz method solves a boundary value problem of the form

L(x ) = b in 
C (x ) = c on

∂ ,

(1)

where L and C are partial differential operators deﬁned on the domain  and its boundary ∂ , respectively. In the Schwarz method,
the domain  is partitioned into multiple subdomains p either
with or without overlap (for p = 1, 2, . . . , n p where np is the number of subdomains and equivalently the number of processes).
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Then, at each iteration, the approximation to the solution x is updated by solving the restriction of the problem onto each subdomain, using a certain interface condition between subdomains. In
the classical Schwarz method, a Dirichlet condition is used on the
interface between the subdomains. The independent subdomain
problems can be solved in parallel.
To improve the convergence of the classical Schwarz, optimized
Schwarz uses a Robin boundary condition. In this paper, we use
the OO0 condition

∂ x (a )
∂ x (b )
+ α x (a ) =
+ α x(b) on ∂  p \ ∂ ,
∂n
∂n

(2)

on the interface involving subdomains a and b, where n is a direction normal to the interface, and where α is a tuning parameter
chosen to optimize the convergence of the method. The optimized
Schwarz method has been successfully applied to many models
and applications, including Maxwell equations [26,27], Helmholtz
equations [28–30], ﬂuid dynamics [31], convection-diffusion [32],
and reaction-diffusion problems [33].
4. Implementation of optimized Schwarz
For our experiments, we focus on solving the 2-D Poisson equation with Dirichlet boundary conditions on a square domain. We
use a 5-point ﬁnite difference discretization, leading to the linear
algebraic equations Lx = b. On a distributed-memory computer, we
assume that the processes are organized on a q-by-q processor grid
such that the pth process is the (i, j)th process on the grid with
i := p/q and j := p mod q. The global ﬁnite difference mesh is
partitioned into non-overlapping subdomains, one subdomain per
process. Let m-by-m denote the size of the local mesh for each of
these subdomains. Fig. 1 shows an example partitioning with q = 3
and m = 2.
To form a set of overlapping subdomains, each non-overlapping
subdomain is extended in each direction (except at the boundaries of the global domain) by γ grid points. Fig. 1 highlights one
of these overlapping subdomains. In the ﬁgure, the interface of
this subdomain corresponds to the blue points, which are called
local interface points. The non-local grid points that are directly
connected to the local interface points are called external interface points, shown in red. The points corresponding to the nonoverlapping subdomain, shown in green, are called interior points.

The solution and right-hand-side vectors are distributed according
to this domain decomposition scheme.
The local matrix corresponding to the overlapping subdomain
in this example has size 16-by-16. The matrix is ordered using
a natural, row-major numbering of the grid points Each process
has a local right-hand-side vector (both the non-overlapped and
overlapped portions), and is responsible for computing the nonoverlapped part of the global solution vector.
For the Robin interface condition (2), we approximate the
derivative with a one-sided ﬁnite difference formula. Thus, our pth
local submatrix Ap is given by

A p = L p − Dp,
where Lp is the sparse Laplacian matrix and Dp is the diagonal matrix that arises from the interface condition. For our example, assuming a unit mesh spacing, Dp is the 16-by-16 diagonal matrix

D p = diag(2β , β , β , 2β ,

β , 0, 0, β , β , 0, 0, β , 2β , β , β , 2β )

(spacing is used to help identify how the elements of this matrix are mapped to mesh points) where β = 1+1α . Thus, when α =
∞ (or equivalently β = 0), the method is equivalent to classical
Schwarz (with Dirichlet interface conditions), i.e., A p = L p .
For our implementation used in this paper, we store the local
submatrix Ap in compressed sparse row (CSR) format. We use a
sparse direct method for solving the local problems, in particular,
the multifrontal symmetric indeﬁnite linear solver MA57 from the
HSL mathematical software library [34].
To update the local interface elements of the right-hand-side
vector, each process sends elements of the current solution vector to its neighboring process (which correspond to the local and
external interface elements of the neighboring process). Then, the
neighboring process computes the derivatives normal to the interface. It is also possible for each process to compute and send the
derivatives to neighboring processes. This halves the communication volume. However, as we describe in Section 4.3, with the minimum overlap (γ = 1), these local interface elements are also used
by the neighboring process for the local convergence test (to compute the local residual norm). Thus, in our current implementation,
we let the neighboring process compute the derivatives.
In the following two sections, we describe our design of the
synchronous and asynchronous point-to-point communication of
the interface elements (Sections 4.1 and 4.2). We also describe our
implementation of the asynchronous termination detection algorithm for checking for global convergence without synchronization (Section 4.3).
4.1. Synchronous communication

Fig. 1. Example ﬁnite difference mesh. Orange dashed lines show the partitioning
of the 2-D mesh with q = 3 and m = 2. One non-overlapping subdomain is shown
in green. Its corresponding overlapping subdomain (with γ = 1) is the union of
the green and the blue points. For this subdomain, its interface corresponds to the
blue points, which are called local interface points. The red points connected to the
blue points are called external interface points. The green points are called interior
points. (For interpretation of the references to color in this ﬁgure legend, the reader
is referred to the web version of this article.)

For synchronous iterations, we implement the point-to-point
neighborhood communication using MPI two-sided communication subroutines. More speciﬁcally, each process ﬁrst packs the
interior elements to be sent to each neighboring process into
a communication buffer and calls MPI_Isend. Similarly, to receive the interface’s elements, each process calls MPI_Irecv for
each of the neighboring processes, and then unpacks the elements
into the local vector after calling MPI_Wait for MPI_Irecv. Finally, each process calls MPI_Wait to wait for the completion
of MPI_Isend. This leads to synchronizations among neighboring
processes.
When load imbalance exists between a pair of neighboring processes, it may be possible to overlap the point-to-point communication behind the local computation. Namely, we can delay synchronizing MPI_Isend until we start packing the interface elements into the communication buffer at the next iteration. Similarly, after unpacking the interface elements into the local vector,
we can call MPI_Irecv to prepare to receive the message from
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Fig. 2. Implementation illustrations. In (a), boxes represent local computation,
while arrows show point-to-point communication of the interface elements. In (b),
processes are arranged in a binary tree for asynchronous termination detection.

the next iteration (we used MPI_Wait, instead of MPI_Waitall,
to overlap the communication with other local tasks such as unpacking or packing the message). Unfortunately, when the load
is balanced (e.g., between a pair of the slowest processes), this
does not overlap the communication because the processes need
to wait for the MPI_Recv message before starting the next iteration. Fig. 2(a) illustrates the communication with imbalanced and
balanced load.
4.2. Asynchronous communication
MPI-2 introduced one-sided communication between “origin”
and “target” processes (e.g., MPI_Put and MPI_Get). In contrast to two-sided communication, one-sided communication allows an origin process to access the target’s remote memory
without synchronizing with the target process, making it a more
natural communication scheme for asynchronous iterative methods. Each process can designate part of its local memory as
a remotely-accessible memory called a “window object” created
through a collective MPI call among the participating processes
(e.g., MPI_Win_create). We can then open a time frame, called
an “epoch,” within which the participating processes can access
the window. For instance, in the “passive” data synchronization
mode, an origin process can open an epoch with a speciﬁc target
process using the target’s MPI rank. We used this passive data access mode to implement our asynchronous communication, which
is all point-to-point. There are two other access modes called “active,” and “generalized active,” that open the epoch with all the
participating processes or with the subset of the processes using
an MPI sub-communicator, respectively.
For our asynchronous implementation, like our synchronous
implementation, interior elements are ﬁrst packed into a communication buffer before calling MPI_Put to push all these elements
into the remotely-accessible memory of the neighboring processes
at once. A separate window object is created for each neighboring process to potentially perform the communication with different processes in parallel. After each call to MPI_Put, we call
either MPI_Win_flush or MPI_Win_flush_local such that
the origin process waits for the completion of the data transfer
at the target or origin process, respectively (the target process is
not involved). To compute the derivatives, each process unpacks
the locally-available interface elements in its remotely-accessible
memory into the local solution vector at each iteration. Compared
to two-sided communication, the execution of MPI_Put does not
involve the target process. This not only avoids synchronization
among the neighboring processes, but also allows communication
to be overlapped with the local computation or pipelined with
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other communication. To overlap the communication, we place
flush or flush_local to ﬂush the data in the message buffer
for the previous put just before using the buffer for the next communication.
As a comparison, we also used SHMEM to implement asynchronous communication in a similar manner. In particular, since
we focus on the balanced problem, we allocate a ﬁxed-size
communication buffer in the symmetric memory on each process for receiving the interface data. At each step, each process
then packs the interface elements into the local buffer and uses
shmem_double_put to send the local buffer’s data into the target process’s remote buffer; shmem_double_put returns when
the data is copied out of the local buffer, and hence, when it returns, the data may not be delivered at the target yet. Finally, we
call shmem_quiet to locally wait for the completion of the put
operations issued by the origin process and to ensure ordering of
the remote write operations.

4.3. Termination detection
Our solver terminates the asynchronous iterations when the local convergence criterion, r̄ p 22 < τ 2 b̄ p 22 , on all the processes is
satisﬁed. Here, r̄ p and b̄ p are the residual and right-hand-side vectors on the interior points of the pth subdomain, and τ is a userspeciﬁed threshold. When the local convergence criterion is satisﬁed on all the processes, then r2 < τ b2 , i.e., the global convergence criterion is also satisﬁed.
To compute the local residual norm on the interior points at
each step, each process uses the current interior elements of the
solution vector (which are computed by this process), and the
non-local elements directly connected to the interior points (which
are received from the neighboring process). The interior submatrix
with the edges to the neighboring subdomains is stored in CSR format for the process to locally apply the sparse matrix-vector multiply and compute the residual vector. Our detection is based on
the minimum residual norm in order to avoid the process coming
out of the local convergence state.
Our asynchronous termination detection procedure uses MPI
one-sided communication. We implemented an asynchronous allreduce of the local convergence notiﬁcations and an asynchronous
broadcast of the global termination notiﬁcation based on a binarytree arrangement of the processes (see Fig. 2(b)). At each iteration,
each process, except the root process, checks whether the local
convergence criterion has been satisﬁed and if the process has received convergence notiﬁcations from both of its child processes. If
these two conditions are met, the process uses MPI_Put to send
an integer ﬂag indicating convergence to its parent process. Once
the root process receives the notiﬁcation from its child processes
and satisﬁes its own local convergence criterion, it then sends its
children the global termination notiﬁcation, which is sent down
along the binary tree. We note that processes continue iterating
only until they receive the global termination notiﬁcation. Fig. 3
shows our implementation of the asynchronous termination detection procedure using MPI one-sided communication subroutines.
Our SHMEM implementation of the termination detection procedure is identical to the MPI implementation, except that it uses
shmem_int_put instead of MPI_Put.
After the local convergence criterion is satisﬁed, as a process
receives new interface elements, its local residual norm could increase such that the local convergence criterion is no longer satisﬁed. Nevertheless, we found that this algorithm is suﬃcient in our
experiments, i.e., by the time the process receives the global termination notiﬁcation, its residual norm generally satisﬁes the local
convergence criterion. After the asynchronous iterations are terminated on all the processes, the global residual norm was explicitly
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Fig. 3. The binary-tree based asynchronous termination detection (‘ip’ and ‘np’ are the process id and the number of processes, respectively). When the ﬁrst or second
entry of the array converged is one, it indicates that the left or right child has locally converged, while the third entry of the array indicates that global convergence is
achieved.

computed and was of the same order of magnitude as that speciﬁed by the global convergence criterion.
We could implement a synchronous termination detection algorithm in the same fashion. However, we used MPI_Allreduce
on an integer ﬂag of which the value of one or zero indicates local convergence or nonconvergence, respectively. Therefore, when
the resulting value of the all-reduce is np , this indicates that
global convergence was achieved. Many supercomputers have the
vendor-optimized version of MPI_Allreduce, which should perform better than a user-implemented binary-tree based algorithm.
5. Experimental setup
We conducted all of our experiments on either the Haswell or
Knights Landing (KNL) nodes of the Cori supercomputer at NERSC.
Each of the Haswell nodes has two 16-core Intel Xeon E5-2698
v3 Haswell CPUs and 128 GB of main memory, while each of the
KNL nodes has 68-core Intel Xeon Phi 7250 KNL CPUs on a single socket, and 16 GB of MCDRAM and 96 GB of DDR4 memories. These nodes are connected through the Cray Aries interconnect with Dragonﬂy topology.
We loaded the latest version (7.7.0) of the Cray
MPI (a derivative of MPICH), which is system installed
on Cori. The C solver calls MPI_Init_thread with the

MPI_THREAD_MULTIPLE mode, and with the following environment values: MPICH_MAX_THREAD_SAFETY=multiple,
MPICH_NEMESIS_ASYNC_PROGRESS=1, and MV2_ENABLE_
AFFINITY=0. We then compiled the code using Cori’s compiler wrapper cc for the Intel compiler version 2018.0.1.163.
Although Cray MPI is the default on Cori, Intel MPI can also
be used. Thus, to test Intel MPI on the Haswell nodes, we
compiled our code using the Intel C compiler mpiicc from
Intel library version 2018.0.1.163 with the -O3 optimization ﬂag. For these experiments with Intel MPI, we used
the environment values I_MPI_ASYNC_PROGRESS=1 and
I_MPI_PROGRESS_PIN=yes. To perform the dense vector
operations, we linked our solver with Intel’s Math Kernel Library
(MKL) on the Haswell nodes; on the KNL nodes, we linked it with
the Cray Scientiﬁc Libraries package, LibSci.
For our experiments with SHMEM on the Haswell CPUs, we
used the default Cray SHMEM version 7.6.2. We then compiled the
code using Cori’s compiler wrapper cc for the default Intel compiler and linked it with MKL.
Since we focus on square processor grids, we launched eight
processes per socket, and thus 16 processes per node, on Haswell
nodes, while we used 36 processes per node on KNL nodes. We
consider the computed local solution had converged when the
local residual 2 -norm is reduced by at least seven orders of
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magnitude. To show the variation in performance, we report the
results of 3–5 independent runs.
6. Communication benchmark results
Before investigating the performance of the solver, we proﬁle
the performance of MPI in various modes on the Cori supercomputer.
6.1. Benchmark results on Haswell
Fig. 4(a) shows benchmark results for different modes of communication using Cray MPI across two Haswell nodes. Data was exchanged 10 0 0 times for different data lengths, N. Two-sided communication (i.e., MPI_Send and MPI_Recv) is compared to three
different ways of performing one-sided communication:
•

•

•

Use MPI_Win_lock_all and MPI_Win_unlock_all. Send
all data (length N) with a single MPI_Put.
Use
MPI_Win_lock and MPI_Win_unlock with
MPI_LOCK_SHARED. Send all data (length N) with a single MPI_Put.
Use
MPI_Win_lock and MPI_Win_unlock with
MPI_LOCK_SHARED. Send each double precision element
with a separate MPI_Put.

In all cases, the epoch is opened once before the ﬁrst put and
closed after the last put.
We used MPI_Win_flush_local after putting all the data
(length N), which ensures that the data is ﬂushed from the origin process; note however that this does not enforce an immediate update at the target. We see that sending one element at a
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time leads to signiﬁcantly lower bandwidth utilization compared
to sending one accumulated message at once. We also see that using lock_all or lock did not affect the performance. In these
cases, one-sided communication obtained about the same performance as two-sided communication.
Fig. 4(b) shows results for the same cases as Fig. 4(a), except that MPI_Win_flush is used to make sure the data
transfer is completed at the target process, in contrast with
MPI_Win_flush_local which enforces only origin completion.
We did not see signiﬁcant differences in the average performance
using either flush or flush_local. However, some runs gave
very low bandwidth, as shown by the error bars in the ﬁgure, indicating how the tighter synchronization with the target in flush
propagate delays to the origin process and increase performance
variability.
Fig. 4(c) shows the performance where we now open and close
the epoch for each one-sided communication. We also tested the
alternative of opening an epoch using MPI_Win_lock for exclusive data access. We clearly see that although opening the epoch
for shared data access was slightly cheaper than opening the epoch
for exclusive data access, opening and closing the epoch each time
added signiﬁcant overhead to one-sided communication.
All these benchmark results show that, here, one-sided internode communication is not faster than two-sided communication—
i.e., any performance beneﬁt of the asynchronous solver is not due
to faster data transfer. The results also suggest aggregating messages if possible, and avoiding opening and closing the epoch if
not necessary.
In Fig. 4(d), we used the Intel MPI Benchmark (IMB) for benchmarking the performance of all-reduce (since our synchronous

Fig. 4. Performance of Cray MPI. In (a)–(c), the markers show the median bandwidths of the ﬁve separate runs, while the error bars show the maximum and minimum
bandwidths.
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Fig. 5. Performance of Intel MPI using the same conﬁgurations as in Fig. 4 (a) and (d).

Fig. 6. Effective bandwidth between two processes on the same node.

termination detection algorithm sums a single integer value among
all the processes). The ﬁgure shows the increasing cost of allreduce as the number of MPI processes increases.
Fig. 5(a) and 5(b) show results for Intel MPI corresponding to
Fig. 4(a) and 4(d), respectively. Intel MPI is not oﬃcially supported
on Cori, and we clearly see the lower performance of Intel MPI for
short messages compared to the vendor-optimized Cray MPI. We
will exploit this performance difference between these two implementations, giving different relative communication vs. computation cost, when testing solver performance.
Fig. 6 shows performance of Cray MPI for processes on the same
node. Notably, signiﬁcantly higher bandwidth can be utilized in
this case compared to those on two different nodes, as shown earlier in Fig. 4(a). Even with the balanced partitioning of the problem, these different costs of inter/intra-node communication could
lead to a load imbalance among the processes—where the synchronous iteration with two-sided communication will block at
the global or neighborhood synchronization points until the communication with all the participating processes are completed. On
the other hand, asynchronous communication avoids these synchronization points. Furthermore, using Cray MPI between the two
processes on the same node, one-sided communication was faster
than two-sided communication.
Finally, to study how well MPI_Put overlaps with local computation, we modiﬁed the non-blocking collective benchmark in IMB.
The results in Table 1 show that although Intel MPI asynchronous
communication was slower than that of Cray MPI, it provided bet-

ter overlap of between 50 ∼ 57%, compared with the overlap of between 16 ∼ 35% obtained by Cray MPI.
6.2. Benchmark results on knights landing
Fig. 7 shows the benchmark results of using one-sided or twosided MPI on the KNL nodes of Cori. Communication is slower
between a pair of processes on KNL nodes than on the Haswell
nodes; multiple KNL processes may need to utilize the network
interface to saturate the bandwidth available. We also see, in the
KNL case, that data transfer is signiﬁcantly faster between processes on the same node. These non-uniform costs of inter/intranode communication again lead to imbalance among the processes
even when work is partitioned evenly.
7. Solver performance results
We now compare the performance of synchronous and asynchronous versions of the optimized Schwarz solver.
7.1. Convergence behavior with MATLAB
Since it is challenging to analyze solver behavior once asynchronicity is enabled, we ﬁrst study solver performance by simulating the asynchronous iterations using MATLAB. We use a 2 × 2
processor grid, and these four processes, or subdomains, are identiﬁed by (1,1), (1,2), (2,1), and (2,2). Fig. 8 shows the convergence
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Table 1
Communication and computation overlap; (1) pure communication time tpure : the time between a call to
MPI_Put immediately followed by a call to MPI_Win_flush_local, (2) computation time tCPU : the time
taken by a repeated computation of a small in-cache dense matrix-vector multiply that is supposed to take as
long as tpure , (3) total time tovrl : the time to ﬁnish the simultaneous communication and computation, and (4)
overlap: the percentage computed as (tpure + tCPU − tovrl )/ min(tpure , tCPU ). The time is in microseconds.
Cray MPI

Intel MPI

bytes

tovrl

tpure

tCPU

overlap %

tovrl

tpure

tCPU

overlap %

4
8
16
32
64
128
256
512
1024

4.28
4.22
4.10
4.16
4.05
4.18
4.40
4.33
4.37

2.30
2.28
2.22
2.27
2.17
2.29
2.61
2.62
2.66

2.37
2.32
2.24
2.30
2.22
2.34
2.66
2.62
2.66

16.59
16.23
15.80
18.05
15.28
19.12
32.75
34.87
35.61

155.94
160.53
155.23
160.60
159.99
160.20
158.63
152.51
153.46

98.78
99.14
95.66
98.20
96.07
98.69
98.71
99.99
100.81

123.24
128.57
125.15
128.68
128.11
127.80
125.78
120.96
122.56

53.62
52.26
52.40
51.51
50.10
51.87
52.36
56.58
57.04

Fig. 7. Performance of Cray MPI on KNL nodes using

flush_local.

Fig. 8. Convergence of synchronous and asynchronous iterations, where “8 asynch, (1,1)” and “8 asynch” show the (1,1)th process’ local residual norm and the global residual
norm, respectively, when one of the processes runs 8 × slower than the others (m = 64, p = 2, α = 0.055) (For interpretation of the references to color in this ﬁgure, the
reader is referred to the web version of this article.).
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Table 2
One-sided communication schemes for asynchronous solver using MPI or SHMEM.
Notation

Description

flush
flush-local
overlap
overlap-local
put
put-overlap

call
call
call
call
call
call

MPI_Win_flush right after MPI_Put to complete data copy at target
MPI_Win_flush_local right after MPI_Put to complete data copy at origin
MPI_Win_flush before next MPI_Put to overlap data copy with computation
MPI_Win_flush_local before next MPI_Put to overlap data copy with computation
shmem_fence right after shmem_double_put
shmem_fence before next shmem_double_put

Fig. 9. Breakdown of average synchronous iteration time (Cray MPI), where “Reduce” is the global collective needed for the convergence check, “P2P” is the neighborhood
communication of the interface elements, “SpMV” is the sparse-matrix vector multiply needed for computing the local residual norm, “Update” is for updating the interface
elements of the right-hand-side, and “Solve” is the local subdomain solve.

of the residual norms where we assumed that the communication
is instantaneous and hence it cannot be overlapped with the computation, but process (1,1) is running 8 × slower than the others.
The plot on the left shows the convergence of the local residual norms with respect to the local iteration step. We see that the
residual norm for the slower process (denoted by the red cross
mark ‘+’) converges faster than those obtained when all the processes are progressing at the same speed (shown as the dotted
blue lines). This is because the slower process updates its local solution using more accurate boundary information from the faster
neighboring processes.
The plot in the middle then shows the local residual norm with
respect to the time step, where the unit time is considered to be
the one iteration step of the faster processes. We see that the convergence of the neighboring process is slowed down by the slow
process because they do not receive the update on the boundary
from the (1,1)th process for a ﬁxed number of iterations. Since the
(2,2)th process has a smaller overlap with the (1,1)th process its local convergence (denoted by the black circle markers ‘o’) is affected
less by the slow process. However, the slowdown of the convergence eventually propagates from the (1,1)th process to all the processes. In addition, especially in the beginning, the local residual
norm of the (2,2)th process spikes up when the new information
arrives from the slow process, and a couple iterations are needed
to bring the residual norm back down.
Finally, the ﬁgure on the right shows the global residual norm
and demonstrates that, compared with the synchronous iteration,
the asynchronous iteration may reduce the time to solution, even
without hiding the communication, because the slower process
converges with fewer local iterations.
7.2. Solver performance on Haswell
We now compare the performance of synchronous and asynchronous optimized Schwarz on the Cori supercomputer. In

Table 2, we list the one-sided communication schemes used by our
asynchronous solver in our experiments.
Fig. 9 shows the breakdown of the average synchronous iteration time using Cray MPI on the Haswell CPUs. We ﬁxed the local
problem size but varied the number of subdomains. Since the local problem size is ﬁxed, the time needed for the local subdomain
solve and for the point-to-point communication are expected to
stay constant, while the time for the all-reduce is expected to increase with the increasing number of subdomains (e.g., O(log (np ))).
We observed that as we increase the process count, a small number of processes spend more time solving the local problem at
some iterations (due to hardware noises). This increased the average solve time slightly with the increasing number of processes.
Nevertheless, we see that on a large enough number of processes,
the communication becomes signiﬁcant in the iteration time. In
particular, the all-reduce needed to check for the global convergence is often more expensive than the point-to-point communication for exchanging the overlap elements with the neighboring
processes. This may be because the communication latency cost
for the global collective is greater than that for the neighborhood
communication. In addition, however, the all-reduce time includes
the faster processes’ idling time while waiting for the slowest processes due to the load imbalance introduced by the neighborhood
communication. Without termination detection, this idling time
could appear at the neighborhood synchronization points (i.e., the
implicit global synchronization).
Fig. 10(a) shows the breakdown of the iteration time using Intel MPI. We observed that compared with using the Cray compiler
wrapper, the local solve time was longer using the Intel compiler
without the Cray compiler wrapper. However, using Intel MPI, the
communication becomes signiﬁcant even on a smaller number of
subdomains. Fig. 10(b) shows the breakdown of the average iteration time where we ﬁxed the number of subdomains but varied the local problem size, again using Intel MPI. Since the number of subdomains is ﬁxed, the time needed for the all-reduce
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Fig. 10. Breakdown of average synchronous iteration time (Intel MPI). On top of each bar, we show the total solution time/the number of iterations.

Fig. 11. Performance of asynchronous solver using Cray MPI with m = 32 on 32-by-32 grid. The asynchronous communication did not seem to overlap with the local
computation, and the asynchronous solver did not obtain signiﬁcant performance gain.

communication is expected to stay the same. On the other hand,
we expected the time for the point-to-point communication to increase linearly with the problem size m, while the time for the
local subdomain solve is expected to increase cubically with m.
Again, we see that the communication can be signiﬁcant in the
iteration time.
Fig. 11(a) then compares the average asynchronous and synchronous iteration time using Cray MPI. Even with the balanced
partition on the homogeneous nodes, the error bars in the ﬁgure
show signiﬁcant variations in the iteration time among the processes. The asynchronous termination detection algorithm avoids
the global all-reduce needed by the synchronous algorithm, making the asynchronous iteration faster than the synchronous iteration. In all the cases using Cray MPI, the asynchronous communication seems not to overlap with the local computation.
Fig. 11(b) shows the corresponding time-to-solution using the different asynchronous communication schemes. Using Cray MPI, the

asynchronous iterations obtained a solution time similar to that
of the synchronous iteration. The primary reason is that the asynchronous communication did not progress behind the local computation. This led not only to the sub-optimal asynchronous iteration
time, but also to the processes iterating with old information on
the boundary, and an afferent increase in the iteration count for
all the processes. Overall, compared to the synchronous iteration,
the asynchronous iteration could not reduce the time-to-solution
because its reduction in the iteration time could not offset the increase in the iteration count.
Fig. 12 shows similar breakdowns for the asynchronous iteration using Cray SHMEM and Intel MPI. We now see that the
average asynchronous iteration time is much shorter using Cray
SHMEM’s put-overlap or Intel MPI’s overlap-local that is
designed to overlap the communication. Fig. 13 shows the corresponding time-to-solution using the different one-sided communication conﬁgurations. We achieved the best solver performance
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Fig. 12. Breakdown of average asynchronous iteration time. The error bars show the maximum, mean, and minimum average iteration times among the processes.

Fig. 13. Effect of parameter α on asynchronous solver performance.

using the communication scheme that allows good overlapping of
the communication and local computation.
To show the beneﬁts of the asynchronous iteration, we provide
more detailed performance results using Intel MPI. Fig. 14 shows
the effects of the parameter α on the performance of the synchronous and asynchronous solvers for three different local problem sizes. We use flush_local for the asynchronous communication to overlap with the computation (i.e., overlap-local).
As a larger value of α is used, the Robin transmission condition
(used by the optimized Schwarz on the interface) becomes closer
to the Dirichlet condition used by the classical Schwarz method,
leading to a larger iteration count. Optimal performance is obtained using a smaller α for a larger local problem, and the ﬁgures
show optimized Schwarz’s superior performance over the classical
Schwarz. We also see that the asynchronous method tends to prefer a smaller α compared to the synchronous method. When the
local problem is smaller, communication becomes more expensive
than the local computation. Therefore, each process is likely to perform more iterations with the older values of the solution vector
on the interfaces. The arrival of the new interface values could result in a signiﬁcant increase in the local residual norm. As a result,
there is a wider variation in the iteration counts needed by the
asynchronous methods on a smaller m.

We now compare the convergence of the residual norm using synchronous and asynchronous iterations. At each iteration,
each MPI process locally checks for the solution convergence by
computing its local residual norm on its interior points. The process saves this local residual norm, along with the time stamp,
in its local data structure. To plot the convergence history of the
global residual norm, after the iteration terminates, we estimate
the global residual norm by accumulating the local residual norms
along with the time stamp. With the asynchronous communication, the local residual norm may be computed using the solution
vector’s interface elements that may not be most recent. We explicitly computed the global residual norm after the iteration was
terminated by the asynchronous algorithm, and it was on the same
order as the speciﬁed tolerance.
Fig. 15(a) and 15(b) show the convergence of the global residual norm with respect to time when termination detection is
turned off and on, respectively. We clearly see that synchronous
termination detection adds signiﬁcant overhead to the iteration
time, while asynchronous termination detection only has a small
overhead. In both cases, the asynchronous iteration reached the
global convergence faster than the synchronous iteration. In the
ﬁgures, we also show the convergence of the synchronous iteration when we delay synchronizing MPI_Isend to hide the
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Fig. 14. Effect of the parameter α on the performance of synchronous and asynchronous solvers using 16-by-16 processor grid. Using the optimal value of α , both the median
and minimum time to solution is faster using the asynchronous iteration with the speedup of about 1.2 × , 1.8 × , or 1.3 × with m = 32, 64, or 96, respectively, compared
with using the synchronous iteration. However, for a small local problem (e.g., m = 32) where the iteration time is dominated by the communication, the performance of
the asynchronous solver can become unstable due to the irregular convergence.

Fig. 15. Global residual norm convergence history (m = 64 and α = 0.0065 on 16-by-16 processor grid).
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Fig. 16. Local residual norm convergence history (m = 64 and α = 0.0065 on 16-by-16 processor grid). The synchronous method converged with 141 iterations.

Fig. 17. Breakdown of average synchronous iteration time on KNL, with m = 64 and 24-by-24 processor grid. Using the optimal value of α , both the median and minimum
time to solution was faster using the asynchronous iteration with the speedup of about 1.2 × , compared with using the synchronous iteration (For interpretation of the
references to color in this ﬁgure, the reader is referred to the web version of this article.).

communication (as described in Section 4.1). Unfortunately, the
communication may not overlap between the processes without
load imbalance (e.g., a pair of the slowest neighboring processes
on different nodes), and we see that the iteration time was not
reduced by trying to overlap the communication.
Fig. 16 then shows the variation in the convergence of the local
residual norms across the different processes that used the asynchronous iterations. Although there are some spikes in the local
residual norm convergence, they are small enough to validate our
global convergence detection based on the minimum local residual
norm.

7.3. Solver performance on knights landing
To study the performance of asynchronous optimized Schwarz
on a different hardware architecture, we show its performance on
Cori’s KNL nodes in Fig. 17. The main difference from the results
for the Haswell nodes is that, using Cray MPI on the KNL nodes,
the average asynchronous iteration time was shorter relative to
the synchronous iteration time (e.g., more processes per node). Because of this, the asynchronous method was able to outperform
the synchronous method. To summarize the results, Fig. 18 shows
the convergence of the global residual norm with and without
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Fig. 18. Global residual norm convergence history (m = 64 and α = 0.004 on 24-by-24 processor grid).

Fig. 19. Effect of parameter α on synchronous optimized Schwarz iteration counts, using a q-by-q processor grid and mx -by-mx local mesh size.

Table 3
Parallel scaling of synchronous and asynchronous iterations with termination detection. In the synchronous case,
two variants are tested, one using MPI_Wait (standard variant) and one using MPI_Waitall. In the asynchronous
case, the range given by “iters” is the fewest and largest number of local iterations that were executed across all
processes. The label “rel. rnorm” denotes the relative residual norm reduction that was measured after completion of
the iterations.
(a) Weak scaling (m = 64).
q

12

18

24

30

36

42

α

0.0090
0.616
0.646
0.0086
0.586
105
154 ∼ 229
4.5 × 10−8
6.6 × 10−10

0.0055
0.738
0.670
0.0051
0.611
161
138 ∼ 228
4.9 × 10−8
4.0 × 10−9

0.0043
0.800
0.990
0.0038
0.741
196
206 ∼ 278
5.1 × 10−8
3.0 × 10−9

0.0035
0.982
1.120
0.0031
0.883
249
273 ∼ 331
6.4 × 10−8
3.7 × 10−9

0.0027
1.13
1.10
0.0026
1.06
274
294 ∼ 371
5.0 × 10−8
7.6 × 10−9

0.0023
1.28
1.51
0.0023
1.28
284
345 ∼ 449
5.4 × 10−8
3.0 × 10−10

time synch wait (s)
time synch waitall (s)

α

time asynch (s)
iters synch
iters asynch
rel. rnorm synch
rel. rnorm asynch

(b) Strong scaling (m · q = 1440).
q

12

18

24

30

36

48

α

0.0050
1.75
1.82
0.0044
1.89
126
127 ∼ 169
5.1 × 10−8
3.4 × 10−8

0.0048
0.994
0.879
0.0041
0.992
166
176 ∼ 229
1.0 × 10−7
8.3 × 10−9

0.0045
1.150
0.851
0.0041
0.669
193
155 ∼ 275
7.2 × 10−8
3.8 × 10−9

0.0042
0.631
0.992
0.0041
0.543
203
280 ∼ 366
5.7 × 10−8
6.1 × 10−10

0.0041
0.512
0.477
0.0041
0.505
213
338 ∼ 462
6.3 × 10−8
9.2 × 10−10

0.0041
0.463
0.647
0.0041
0.413
273
414 ∼ 635
6.5 × 10−8
7.3 × 10−10

time synch wait (s)
time synch waitall (s)

α

time asynch (s)
iters synch
iters asynch
rel. rnorm synch
rel. rnorm asynch
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Table 4
Parallel scaling of synchronous and asynchronous iterations with timer.
(a) Weak scaling (m = 64 for 0.5 s).
q

12

18

24

30

36

42

α

0.0090
3.9 × 10−5
0.0086
8.1 × 10−9

0.0055
1.3 × 10−7
0.0051
5.8 × 10−6

0.0043
4.1 × 10−4
0.0038
7.4 × 10−6

0.0035
2.5 × 10−3
0.0031
2.0 × 10−4

0.0027
2.6 × 10−2
0.0026
5.7 × 10−4

0.0023
3.6 × 10−2
0.0023
2.3 × 10−3

rel. rnorm synch

α

rel. rnorm asynch

(b) Strong scaling (m · q = 1440 for 0.3 s).
q

12

18

24

30

36

48

α

0.0050
7.4 × 10−1
0.0044
3.3 × 10−1

0.0048
3.6 × 10−2
0.0041
2.6 × 10−2

0.0045
5.4 × 10−2
0.0041
7.9 × 10−4

0.0042
1.1 × 10−2
0.0041
5.7 × 10−7

0.0041
9.2 × 10−5
0.0041
9.1 × 10−7

0.0041
1.7 × 10−5
0.0041
5.9 × 10−9

rel. rnorm synch

α

rel. rnorm asynch

termination detection. In this case, the performance of the synchronous iteration was not signiﬁcantly improved by removing
the global synchronization needed for the convergence check. In
Fig. 17(a), the time needed for the global synchronization (colored
in blue) is the combination of the time needed for the collective
communication and the idling time needed to wait for the slowest
process. Avoiding the global synchronization reduces the collective
communication cost, while the load imbalance is eventually exposed at the neighborhood synchronization points to exchange the
interface data. Cray MPI had a greater difference in the inter and
intra communication costs, compared to Intel MPI used in Fig. 15,
where removing the global synchronization had more signiﬁcant
effects.
Finally, we compare the synchronous and asynchronous optimized Schwarz methods in terms of their weak and strong parallel
scaling behavior. In these tests, we selected values of α that obtain the fastest convergence of the synchronous method for each
combination of local grid size m-by-m and processor grid size qby-q (see Fig. 19). We then adjusted these values of α for the
asynchronous method. The asynchronous method typically prefers
a smaller value of α than the synchronous method, as shown previously, for example, in Fig. 14.
Table 3 shows the parallel scaling behavior of the methods with
termination detection activated. The time-to-solution is similar or
smaller for the asynchronous method than for the synchronous
method. We also observe that, especially with a larger number of
processes, the asynchronous method usually performs more iterations before terminating. This indicates that there is a delay in
detecting global convergence in the asynchronous method. Consequently, the measured residual norm after completion of the iterations is smaller in the asynchronous method than in the synchronous method.
Table 4 shows results without termination detection. Each process simply terminates after a speciﬁed time. Generally, as the
problem size increases (weak scaling), the convergence rate slows
down. As the number of subdomains increases while the global
problem size is ﬁxed (strong scaling), the convergence rate improves. We observe that the measured residual norm after completion of the iterations is generally smaller for the asynchronous
method than for the synchronous method. For strong scaling, the
communication to computation ratio increases as the number of
processes increases. When this ratio is larger, we observe that
the asynchronous method has a greater advantage over the synchronous method.
8. Conclusion
In this paper, we used MPI one-sided communication to implement asynchronous optimized Schwarz on distributed-memory

computers. Our experimental results suggest that the performance
of the asynchronous solver depends heavily on the software and
hardware support for remote memory access communication. With
support for overlapping communication with computation, the
asynchronous solver may outperform the synchronous solver, even
for a balanced distribution of the problem on the current leadership supercomputer with uniform nodes and high-bandwidth interconnect.
In future work, we will study the effect of race conditions
on asynchronous iterative methods, where two processes writing
to the same buffer simultaneously may lead to an erroneous result. We plan to compare the cost of error detection and correction against the potential slow down of convergence without such
mechanisms (with respect to the frequency of errors).
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